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User ratings about items are collected in a huge data matrix
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~ 107 known ratings (0.01% - 0.1%)
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A sound idea to estimate the missing ratings is to exploit similar patterns
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A sound idea to estimate the missing ratings is to exploit similar patterns
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How to efÞciently capture similar patterns at the global level ?
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A simple yet powerful approach is to learn a low-rank matrix model
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Rationale: user preferences are only inßuenced by a limited number of dominant factors

.
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The problem boils down to a rank constrained optimization problem
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min W ij

�

(i,j )! !

(
W ! Rd1 ! d2

W !
ij )2- s.t. rank(W ) = r

quadratic error 
on the known ratings

Þxed-rank
constraint



The general problem of learning a low-rank matrix 
has been actively researched over the last few years

min f (W ) s.t. rank(W ) = r

W ∈ Rd1! d2

Convex relaxations

min f (W ) + ! W ! !

promotes
low-rank solutions

e.g. Fazel (2002), Cand•s and Recht (2008)

!

W ∈ Rd1! d2

A challenging problem with many applications:

Fixed-rank matrix factorizations

W =

e.g. Rennie and Srebro (2005), Jain et al. (2010)

G H
T
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We address the problem of learning a Þxed-rank matrix
from a geometric optimization viewpoint

In the thesis, we 

The proposed algorithms

study the geometry of several Þxed-rank matrix factorizations

exploit the geometry of the underlying search space in the design of novel algorithms

evaluate the proposed algorithms on several machine learning problems

scale to high-dimensional problems

favorably compete with the state-of-the-art

connect with a number of algorithms recently proposed in the literature
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In the thesis, we focus on the problem of learning
a linear regression model parameterized by a Þxed-rank matrix

observationdata linear regression model

y ! R öy = Tr( WX)X ∈ X

loss function

arg min EX ,y{ (öy ! y)2}W! =

W ! W

search space

Given:

Solve
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We Þrst consider the problem of linear regression
on Þxed-rank symmetric positive semideÞnite matrices

loss function

min

observationdata linear regression model

öy = Tr( WX)

subject toEX ,y{ (öy ! y)2}

X ! Rd! d

W ∈ Rd! d

G. Meyer, S. Bonnabel and R. Sepulchre

Regression on Fixed-Rank Positive SemideÞnite Matrices: A Riemannian Approach

Journal of Machine Learning Research, 12 (Feb):385-417, 2011

rank(W ) = rW = W T ! 0,

y ! R+
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We then relax the symmetric positive semideÞnite constraint
and generalize the results to Þxed-rank non-symmetric matrices

loss function

min

observationdata linear regression model

y ! R öy = Tr( WX)

subject to rank(W ) = rEX ,y{ (öy ! y)2} W = W T ! 0,

X ! Rd2×d1

W ! Rd1×d2

G. Meyer, S. Bonnabel and R. Sepulchre

Linear Regression under Fixed-Rank Constraints: A Riemannian Approach

Proceedings of the 28th International Conference on Machine Learning (ICML)
14



Low-rank matrix completion Þts into our regression framework

min
W ! Rd1×d2

s.t. rank(W ) = r

where ŷij = Tr(We j eT
i ) = W ij and yij = W !

ij

�

( i,j ) ! Ω

(öyij ! yij )2
!
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min W ij

�

(i,j )! !

(
W ! Rd1 ! d2

W !
ij )2- s.t. rank(W ) = r



Further modern machine learning problems are cast
as a linear regression problem on Þxed-rank matrices

Multi-task regression

Joint learning of multiple linear regression models

Learning of a low-rank distance

Automatically compute a problem-speciÞc distance from data

Ranking from a matrix similarity measure

Extract and order samples that are the most relevant to a given query sample

Learning on data pairs

Learn a bilinear form , fromx ! Rd1 z ! Rd2, y ! R,öy = xT Wz
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Gradient based learning is a typical approach 
to solve linear regression problems

Online gradient descent algorithms adaptively minimize the cost function

Batch gradient descent algorithms minimize the cost function

f n (W) =
1
n

n!

i =1

(öyi ! yi )2 { (X i , yi )} n
i =1with respect to

ft(W ) = (öyt ! yt)2 with respect to { (X t, yt)} t! 1

17

W t+1 = W t ! st gradf (W t )

Gradient descent in a vector space



The framework of optimization on matrix manifolds
naturally extends gradient algorithms to non linear search spaces
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Wt+1 = RW t (! stgradf (Wt))

W t

W t +1

TW t W

W

! st gradf (W t )

P.A.  Absil, R. Mahony, R. Sepulchre, Optimization algorithms on Matrix Manifolds
Princeton University Press, 2008
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Driving application: distance learning in high-dimensional feature spaces

Compute a data-speciÞc distance that ensures good classiÞcation or clustering

distance model

ŷ = dW (x i, x j) x i, x j ∈ Rd

d is potentially large

Learning a low-rank distance greatly reduces the complexity of algorithms

dW (xi,xj) ! yl

dW(xi,xj) ! yu
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Full-rank distance learning algorithms 
do not generalize directly to the learning of low-rank distances

do not maintain the iterate within the search space of interest

Frobenius norm                       (Xing et al., 2002; Shalev-Shwartz et al., 2004)

LogDet divergence (Davis et al., 2007)

von Neuman divergence (Tsuda et al., 2005)

generalized to low-rank matrices of a Þxed range space only (Kulis et al., 2010)

Tr(W logW ! W logWt ! W +Wt)

Tr( WW ! 1
t ) − log det(WW ! 1

t ) − d

Bregman divergences

! W " Wt ! 2F

= argmin + (öyt ! yt )2Wt +1 D (W,Wt) st

closeness measure

W ! 0
Gradient iteration:
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The proposed approach rests on the geometry of Þxed-rank factorizations

W GTG U U TR2= =

Rd! r
"

! 0 UT U = I

S+ (r ) St(r, d)
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Fixed-rank matrix factorizations are not uniquely deÞned

W GTG= O OT

U U TR2=W O OT O OT

For an arbitrary rotation matrixO ! O(r )

23



The search space can be identiÞed as a quotient manifold

Total space

Quotient manifold

equivalence class

Rd! r
"

GO

Rd×r
∗ /O (r )

G

[G ] [G ] = {GO : O ! O(r)}



The tangent space is restricted to the set of horizontal vectors

Total space

Quotient manifold

Rd! r
"

Rd×r
∗ /O (r )

[G ] = {GO : O ! O(r)}
[G t] [G t+1]

Gt +1
G t

!̄ G



The Þrst geometry yields a simple and efÞcient algorithm
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Resulting algorithm

Quotient space

Total space

Riemannian metric

Rd! r
"

Rd×r
∗ /O (r )

!̄ G

G t +1 = G t ! st (öyt ! yt )x t xT
t G t

G t

G t O

[Gt ] [Gt +1 ]

G t+1

g[G](! [G], " [G]) � Tr( ø! T
G

ø"G)

O(dr)

JournŽe et al. 2010



The metric for the polar geometry has separate terms 
for the subspace and the positive deÞnite operator in that subspace

27

Quotient space

Total space

(St( r, d) ! S+ (r )) /O (r )

St(r, d) ! S+ (r )

Riemannian metric

Stiefel metric AfÞne-invariant metric of S+(r)

g[( U ,R 2 )] !
1

!
Tr("̄ T

U #̄U ) +
1

1 ! !
Tr(R 2"̄R 2 R 2#̄R 2 )

(!̄ U , !̄ R 2 )
(U t, R 2

t )

(U t O, OT R 2
t O)

[(U t , R 2
t )] [(U t +1 , R 2

t +1 )]

(U t+1 , R 2
t+1 )

Tr( R ! 2 ø! R 2 R ! 2 ø"R 2 )

Bonnabel, Sepulchre 2009



We obtain separate iterations for learning the subspace of the matrix
and a positive deÞnite operator within that subspace
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Quotient space

Total space

(St( r, d) ! S+ (r )) /O (r )

St(r, d) ! S+ (r )(!̄ U , !̄ R 2 )
(U t, R 2

t )

(U t O, OT R 2
t O)

[(U t , R 2
t )] [(U t +1 , R 2

t +1 )]

Resulting algorithm

U t+1 = qf( U t ! st! gradU f )

R 2
t +1 = R t exp(! st (1 ! ! ) R−1

t gradR 2 f R−1
t )R t

O(dr+r3)

(U t+1 , R 2
t+1 )



U U TR2=W

(St( r, d) ! S+ (r )) / O(r )

U t+1 = qf( U t ! st! gradU f )

R 2
t +1 = R t exp(! st (1 ! ! ) R−1

t gradR 2 f R−1
t )R t

The tuning parameter    interpolates between two limit cases:
subspace learning and distance learning for a Þxed range space

!

! → 1Subspace learning ( )

Distance learning at Þxed range space (! ! 0 )

i.e., updates are performed on the range space only (Oja, 1992)

i.e., the range space is Þxed by the initial condition of the algorithm (Kulis et al. 2010)
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We show how to interpret previous contributions into the proposed framework

Connection with the algorithm of Davis et al. (2007) based on Log-Det divergence

!

R2
t+1 = Rt exp(−st Rt(öyt − yt)Sym(UT

t XtUt)Rt)Rt

R2
t ! st R

2
t (ŷt ! yt )Sym(UT

t XtUt )R
2
t + O(s2

t )

Connection with the algorithm of Tsuda et al. (2005) based on vNeumann divergence

W = exp( S)Log-Euclidean geometry (Arsigny et al. 2007): S = ST ! Rd×d,

R 2
t+1 = exp(log R 2

t ! st (öyt ! yt)Sym(U T
t X tU t))
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Learning the range space allows us to obtain a much better Þt
than when the range space is Þxed with a commonly used heuristic
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Mahalanobis distance learning experiment on speech recognition data

Mahalanobis
distance matrix

~ 620 
features

~ 7000 audio recordings

Isolet data

Categories

! u

! l

pronounced alphabet letters
dA (xi ,xj ) = ( xi − xj )T A(xi − xj )

A

32



The proposed algorithms perform better 
than algorithms that Þx the range space beforehand using PCA

Rank of the Mahalanobis distance

ClassiÞcation 
accuracy (%)
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We generalize the previous geometries for symmetric p.s.d. matrices
to the case of Þxed-rank non-symmetric matrices

W G U= =

! 0

UT U = I

S+ (r )

H T

Rd1 ! r
" Rd2 ! r

" St(r, d1) St(r, d2)

VT V = I

V TB
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The search space can be again identiÞed as a quotient manifold

W G=

U=W O OT O OT

For an arbitrary rotation matrixO ! O(r )

For an arbitrary invertible matrixM ! GL( r )

M ! 1 M (Rd1×r
∗ × Rd2×r

∗ )/ GL( r )

B

H T

{ (GM ! 1, HM T ) : M ! GL( r )}

VT

(St( r, d1) ! S+ (r ) ! St(r, d2)) / O(r )

{ (UO , OT BO , VO ) : O ∈ O(r )}
36



We propose an algorithm that converges 
to a balanced factorization

Rd1×r
∗ ! Rd2×r

∗

( ÷G t , ÷H t ) ÷G t = G t ! st (öyt ! yt )X T
t H t (G T

t G t )

÷H t = H t − st (öyt − yt )X t G t (H T
t H t )

(G t +1 , H t +1 )

G T G = H T H

(Rd1 ! r
" ! Rd2 ! r

" )/ GL( r )

Cost Minimization

Balancing

[(G t , H t )]
[(G t +1 , H t +1 )]

Cost minimization update
(G t , H t )

Balancing update

Gt+1 = ÷Gt exp(αt( ÷HT
t

÷Ht ! ÷GT
t

÷Gt))
H t+1 = ÷H t exp(! t( ÷GT

t
÷G t ! ÷H T

t
÷H t))

37



The proposed algorithm connects 
with the gradient descent version of MMMF

Proposed algorithm

Gradient descent version of MMMF (Rennie and Srebro, 2005)

Gt+1 = Gt ! st(öyt ! yt)XtHt

H t +1 = H t ! st (öyt ! yt )X T
t G t

G t +1 = G t ! st (öyt ! yt )X t H t (G T
t G t )

H t +1 = H t − st (öyt − yt )X T
t G t (H T

t H t )

38



As opposed to the MMMF algorithm, the proposed algorithm 
is not sensitive to a discrepancy between the norms of G and H
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Balanced factorization
Rennie and Srebro, (2005)

Computational time (sec)

Cost function

! G 0! F " 5! H 0! F

MMMF
Balanced Factorization
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We also generalize the algorithm based on the polar factorization

St(r, d1) ! S+ (r ) ! St(r, d2)

(U t , B t , V t )

(St( r, d1) ! S+ (r ) ! St(r, d2)) / O(r )

[(U t ,B t ,V t )]
[(U t +1 ,B t +1 ,V t +1 )]

(U t +1 , B t +1 , V t +1 )

Cost minimization

Cost minimization update

V t+1 = qf( V t − st gradVf )

U t+1 = qf( U t ! st gradU f )

B t+1 = B
1
2
t exp(! stB

! 1
2

t gradBf B
! 1

2
t )B

1
2
t

40



A nice property of the algorithm is that regularization is very cheap

With the factorization ! W ! 2F = ! B ! 2FW = UBVT, we have that

The algorithm only requires the cheap modiÞcation

B t+1 = B
1
2
t exp(! st B

1
2
t Sym((öyt ! yt )V T

t X t U t + λB t )B
1
2
t )B

1
2
t

regularization term

41



This algorithm also connects to 
recently proposed algorithms for low-rank matrix completion

Proposed algorithm

B t +1 = B
1
2
t exp(−st B

1
2
t Sym(V T

t ET
t U t )B

1
2
t )B

1
2
t

V t +1 = qf( V t ! st (ET
t U t B t ! V t Sym(V T

t ET
t U t B t )))

Et = P! (U t B t V T
t − W ! )

U t+1 = qf(U t ! st(EtV tB t ! U tSym(U T
t EtV tB t)))

OptSpace (Keshavan et al. 2010)

Ut+1 = Ut ! st(I ! UtU
T
t )EtVtB

T
t

V t +1 = V t ! st (I ! V t V T
t )ET

t U t B t

B
B t+1 = arg min ! P! (U t+1 BV T

t+1 " W ! )! 2
F

B ! Rr ×r

Singular Value Projection (Jain et al. 2010)

low-rank sparse

(Ut+1 ,Bt+1 ,Vt+1 ) = SVDr(UtBtV
T
t ! stEt) B =

r ! r

B = B T � 0

42



Matrix completion with random data and uniform sampling 

We generate rank-2 matricesW ! ! Rd! d for various sizes d

A fraction p=0.1 of entries are randomly selected for training (batch mode)

The competing algorithms all stop when the RMSE drops below 10-3

43



The proposed algorithms compete with state-of-the-art algorithms
both in terms of achieved test error and time to reach convergence

Problem sizeProblem size

Time to reach convergence (sec)Test RMSE
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Collaborative Þltering experiment on MovieLens data

The MovieLens data contains 1 million ratings for 6040 users and 3952 movies

We perform 90/10 - train/test splits and average the results over 10 runs

The RMS error on the test set is computed for different values of the rank

45



The algorithm based on the polar factorization
yields the smallest test error for this experiment

Balanced Polar MMMF SVP OptSpace ADMiRA

5

7

10

12

0,90 0,87 0,86 0,88 0,90 1,07

0,88 0,86 0,86 0,89 0,89 1,04

0,88 0,85 0,86 0,90 0,89 1,04

0,88 0,85 0,87 0,92 0,89 1,03

Rank

Algorithm

UBV T
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Most algorithms for learning a low-rank matrix are Þrst-order methods

There are several reasons for that:

We develop Riemannian trust-region algorithms that

second-order derivatives are often too expensive to compute

invariance symmetries of Þxed-rank factorizations is a source of difÞculties

high numerical accuracy might not be required for the problem at hand

naturally handle invariance symmetries of Þxed-rank factorizations

maintain a linear complexity in the problem size

come with a well-characterized convergence theory
48



Trust-region algorithms on Riemannian manifolds are well-characterized

algorithms enjoy superlinear convergence properties

generic implementation available (GenRTR)

+

+

Absil et al., (2007) set up the framework of Riemannian trust-region algorithms

How to compute the Riemannian Hessian ? Can it be computed efÞciently ?

min
! W ! TW W

f (W ) gW (! W , gradf (W))
1
2

gW (! W , Hessf (W )[! W ])+ +

s.t. gW (! W , ! W ) ! " 2

1: Solve trust-region subproblem

2: Update iterate as well as trust-region radius 

49



We provide closed-form formulas for computing the Riemannian Hessian
and show that it can be computed efÞciently when the problem is sparse

We develop closed-form formulas for computing Riemannian connections 

We exploit those formulas to propose novel trust-region algorithms
for matrix completion and distance matrix completion

! ! W grad f (W )Hessf (W )[! W ] =

ÔÔdirectional derivative
of the gradient ÞeldÕÕ

We exploit the underlying sparse structure of these problems 
to maintain a linear complexity in the problem size

! ξW

50



Trust-region algorithms converge faster 
than their gradient descent counterparts
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Conclusions

We propose a new algorithmic framework for learning a Þxed-rank matrix

Optimization on manifolds is an attractive framework for the learning of Þxed-rank matrices

The proposed algorithms have a linear complexity and thus scale to high-dimensional problems

They favorably compete with the state-of-the-art

They confer a geometric basis to recent contributions on learning Þxed-rank matrices
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